Abstract

This thesis presents a process of Knowledge Discovery in Databases (KDD) applied to short-term stock quotes prediction. This KDD process includes all the steps needed in a realistic knowledge extraction task, including data selection, data pre-processing, data mining and the interpretation and evaluation of the discovered knowledge. 

The prediction of financial time series and, in particular, of stock quotes time series is an important problem that as been addressed and studied by many researchers using a wide range of methodologies. The characteristics of this domain turn this task into a difficult problem and imply that any predictions can only be marginally successful.      

Our approach to this problem is based on the use of domain knowledge to compose derivative variables from the base data, and in a multistrategy data mining phase. To allow the creation of an effective set of knowledge-based derivative variables from the daily trading data used in this thesis, we developed an attribute representation language. This language can be used by the domain expert to define a large number of potentially useful attributes that are then evaluated and selected in a cyclic, interactive, example development stage. Our data mining approach uses three different algorithms to obtain independent predictions for the short-term evolution of the stock quotes. One of them is a rule induction sequential-cover algorithm named PA5, which was developed in this thesis with the specific aim of achieving good results in this noisy domain.   

The predictions made by the data mining algorithms are combined to generate automatic trading strategies that are applied to our test data. This allows an evaluation of the practical usefulness of those predictions and, as such, allows an evaluation of the global success of the KDD process. The results obtained by the very simple trading strategies that we tested show that the predictions made by our KDD process may be used to achieve better trading results than those achieved by the traditional “buy-and-hold” benchmark.
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